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Abstract

In current face detection, mostly often used features are se-
lected from a large set (e.g. Haar wavelets). Generally Haar
wavelets only represent the local geometric feature. When
applying those features to profile faces and eyes with irreg-
ular geometric patterns, the classifier accuracy is low in the
later training stages, only near 50%. In this paper, instead
of brute-force searching the large feature set, we propose to
statistically learn the discriminant features for object detec-
tion. Besides applying Fisher discriminant analysis(FDA)
in AdaBoost, we further propose the recursive nonparamet-
ric discriminant analysis (RNDA) to handle more general
cases. Those discriminant analysis features are not con-
strained with geometric shape and can provide better ac-
curacy. The compact size of feature set allows to select a
near optimal subset of features and construct the probabilis-
tic classifiers by greedy searching. The proposed methods
are applied to multi-view face and eye detection and achieve
good accuracy.

1 Introduction

Object detection is a two-class pattern recognition problem.
The feature extraction and classifier design are the core is-
sues for objection detection. Current theoretical analysis
and implementation show that AdaBoost provides a good
framework to select features and combine classifiers.

Currently, most often used features are selected from a
large set of local geometric features, such as Haar wavelets
[14]. Although those features are easy to compute, they
also suffer from limited discriminant capability. Especially
at the latest training stages in AdaBoost, the error rate of
weak classifier based on a single Haar feature is close to
50%[18]. Usually, it needs nearly 1,000 to 5,000 weak clas-
sifiers for frontal faces while most of them are only dealing
with less than 1.0% of negative samples [14, 7]. This paper
focuses on providing a general and efficient feature extrac-
tion method for multi-view face and eye detection.

Firstly, we propose to statistically learn good features
for object detection instead of selecting from a large set of
simple features. The Fisher discriminant analysis is shown
to provide optimal features for the Gaussian class distribu-
tions. In this paper, we further propose a recursive nonpara-
metric technique for more general cases. From the statisti-
cal learning, the misclassification error is minimized at each
stage in AdaBoost so that it greatly improves the accuracy
of weak classifiers.

Secondly, we present a greedy method to select feature
and learn classifier parameters. Since the discriminant anal-
ysis provides a compact feature set, it allows to search the
feature pool to identify a subset of near optimal features by
greedy search.

The paper is organized as follows. Related work is
reviewed in Section 2. In Section 3, we propose recur-
sive nonparametric discriminant analysis (RNDA) feature
for multiview face and eye detection. The greedy train-
ing method based on discriminant features is introduced in
Section 4. The experiments results for multi-view face and
eye detection are presented in Section 5. The conclusion is
given in Section 6.

2 Related Work

Statistical learning methods based on holistic or parts of ap-
pearance appear to be the most successful face detection
methods. The neural network is used to learn the face and
non-face patterns for fast frontal face detection [11]. Sch-
eneidman and Kanade use the statistics of appearance at-
tributes to construct the likelihood classifiers [13]. In [14],
Viola and Jones firstly used AdaBoost to find the critical
Haar features and construct the cascade of classifiers for the
real-time face detection. Among those fast and robust face
detection methods, most of them are based on AdaBoost
algorithm [14, 16, 1, 7].

AdaBoost methods select the features and train weak
classifiers as well as update the sample weights according
to misclassification error so that the combination of weak
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classifiers forms a strong classifier [12]. A comprehensive
insight of AdaBoost algorithm from statistical point view
can be found in [3].

It is not surprising that the most often used features
in AdaBoost for real-time object detection are the Haar
wavelet features because they provide excellent computa-
tional efficiency [14]. They are very fast to compute and
can represent local textures instead of holistic appearance.
It is also proposed that the global features from PCA can be
more efficient as the complementary of local Haar features
[18].

Most faces in real life are with pose changes so that
multi-view face detection is very important. SVMs are used
to detect face and poses for recognition [8]. The statisti-
cal learning from part statistics are applied for profile face
detection[13]. The rectangle Haar features are directly ex-
tended to multi-view face and eye detection in some work
[16, 7], while other methods use extended sets of Haar-like
features for frontal or profile face detection, such as center-
surrounded feature [9, 1], and diagonal filters [5].

Another issue in AdaBoost is how to improve the train-
ing efficiency and remove the redundancy. In Viola and
Jones’ method, the parameters at each layer are selected to
balance the tradeoff between rejection rate and computation
load [14]. In [7], Float Search is introduced to backtrack
all the features and delete those redundant classifiers. The
nesting algorithm allows to connect all the layers together
to form a chain and further improve the efficiency [17, 16].

3 Discriminant Feature Extraction in
AdaBoost

There are two disadvantages in current feature selection
methods in AdaBoost. Firstly, they select features from
pre-defined feature sets. Even the Haar feature varies with
different pattern, size and position, it can only represent the
block difference. Their discriminant capability is limited for
profile faces and eyes since their most distinguish features
are not rectangles. Secondly, the brute-force searching in
the whole feature set is very time- and memory-consuming.
Usually it may take days to train a cascade for face detec-
tion.

To overcome these limitations, we propose to statisti-
cally learn class distribution and construct the probabilis-
tic classifiers. Fisher discriminant analysis (FDA) provides
the optimal feature for Gaussian class distributions. In this
section, we further propose a recursive scheme for nonpara-
metric discriminant analysis (RNDA) and show that it can
gradually reduce the misclassification error for general dis-
tributions. Those discriminant analysis features are applied
in AdaBoost and greatly improve the accuracy of weak clas-
sifiers.

Before presenting our algorithm details, the notation in
this paper is introduced. The training sample is denoted as
(x, gx), where x is the data and gx ∈ {Ω1, Ω2} is the sample
label. In this paper, Ω1 = 1 represents the object (face
or eye) while Ω2 = −1 represents the non-object. Each
training sample (x, gx) is associated with a weight wx.

3.1 Optimal Feature and Fisher Discrimi-
nant Analysis

Learning the probabilities in high dimension space is diffi-
cult due to the curse of dimension. Usually the class dis-
tributions are approximated from extracted features z =
F (x), i.e. P (x|Ωi) ≈ P (F (x)|Ωi). A criteria to extract
a “good” feature is that the feature F (x) can minimize the
estimated Bayes error JF :

JF =
∫

(1 − max
i

[p(Ωi|F (x))])p(x)dx (1)

It is shown that Fisher discriminant analysis (FDA) is
equivalent to Bayesian classifier if assuming Gaussian dis-
tribution and equivalent priors and covariance matrix for
each class [15]. FDA extracts the feature z = AT x by max-
imizing the ratio J(A) of between-class covariance Sb and
within-class covariance Sw (2).

J(A) =
||AT SbA||
||AT SwA|| (2)

Usually, all the samples are assumed to be uniformly dis-
tributed. When the samples are associated with weights, the
covariance matrices have the form

Sw =
∑
x∈Ωi

wx(x − µi)(x − µi)T

Sb =
∑

i∈ {1,2}
P (Ωi)(µi − µ)(µi − µ)T (3)

where wx is the sample weight, µ is the mean of all samples,
and µi is the mean of i-th class. P (Ωi) =

∑
gx=Ωi

wx is
the weight of class i. The FDA feature can be obtained by
solving the generalized eigenvalue and eigenvectors prob-
lem [15].

When sample weights in FDA and AdaBoost are associ-
ated together, the discriminant features can be directly ap-
plied in AdaBoost. The algorithm is shown in Fig.1.

However, the single Gaussian assumption on multiview
face is not valid due to the pose and appearance variance.
It is also very difficult to model non-object with parametric
models. Furthermore, the rank of Sb in FDA is 1 for two-
class problem, which means that only 1 effective feature can
be extracted from FDA.
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• initialize sample weights.

• Repeat for t = 1, 2, ..., N :

1. Find Fisher discriminant feature z = aT x with
sample weights wx according to (3). Learn the
sample distribution from z.

2. Fit the classifier ht(x) = 1
2 log[P (Ω1|x)

P (Ω2|x) ] from
sample weights.

3. Update wx ← wx exp[−gxht(x)]
and re-normalize the weight.

• Output the combined classifiers sgn[
∑N

t=1 ht(x)].

Figure 1: Fisher discriminant analysis in Real AdaBoost

3.2 Nonparametric Linear Discriminant
Analysis and Error Minimization

In this section, we propose a nonparametric discriminant
analysis method to recursively minimize misclassification
error without any parametric assumption.

3.2.1 Nonparametric Linear Discriminant Analysis

Nonparametric discriminant analysis (NDA) is proposed to
avoid the Gaussian assumption and obtain fully ranked scat-
ter matrix from local neighbors [4].

In NDA, each sample has the extra-class nearest neigh-
bors(NNs) xE

NN = {y|gy �= gx, ||y − x|| < cE
x } and intra-

class nearest neighbors xI
NN = {y|gy = gx, ||y−x|| < cI

x}
where the thresholds cI

x and cI
x define the neighborhood.

In calculation, the NNs are usually represented by their
weighted average, i.e. xE = E[xE

NN ] and xI = E[xI
NN ].

The nonparametric between-class scatter matrix is defined
as (4).

S′
b = Ex[γx(x − xE)(x − xE)T ] (4)

γx =
min(||x − xE ||α, ||x − xI ||α)
||x − xE ||α + ||x − xI ||α (5)

The NDA weight γx is introduced to emphasize those
samples near the class boundary, and α is the control pa-
rameter. The NDA weight is close to 0.5 if the sample is
near the class boundary, and tends to 0 if the sample is in-
side the class.

NDA obtains the full-rank between-class scatter matrix
from local data so that it provides multiple features. Also,
the scatter matrix does not assume any distribution, but only

depends on the data near class boundary. Many samples are
needed to accurately localize the NNs and estimate scatter
matrices. However, the computation is forbidden for a large
number of training samples.

Some other nonparametric feature extraction methods
are based on the approximation of decision boundary [6, 2].
A generalized nonparametric feature extraction method to
maximize likelihood ratio (LR) via numeric methods is pro-
posed in [19]. It still remains a difficult problem to optimize
several hundred parameters in high dimension.

In the paragraphs to follow, we present a recursive non-
parametric discriminant analysis (RNDA) method. The
NNs are searched in the transformed feature space, which
has lower dimension than the original feature space. The
recursive strategy enables RNDA to gradually reduce the
misclassification error until converged. The algorithm is
summarized in Fig.2 and explained in details at follows.

• Begin with parametric within-class scatter matrix
S′

w = Sw, as in (3).

• Repeat the following steps until error rates are con-
verged

1. Find nearest neighbors at z = φT x, where φ cor-
responds to the minimum non-trivial eigenvalue
of S′

w.

2. Compute nonparametric scatter matrices S′
b as

(4) and (8). Find optimal discriminant projection
Φ corresponding to the largest eigenvalues of S′

b.

3. Measure the error rate JF (x)=ΦT x, (1).

4. Calculate S′
w based on the current discriminant

projection, (7).

• Output features ΦT
Mx, where ΦM are eigenvectors S′

b

of corresponds to largest M eigenvalues.

Figure 2: Recursive nonparametric discriminant algorithm

3.2.2 Nearest Neighbor Searching

In RNDA, the NNs are searched in the transformed feature
space, z = φT x. The neighborhood is defined as NNx =
{y|φT y ∈ NNφT x}. It saves searching time and does not
need so many samples as in the original space.

The criterion for finding the projection φ is to preserve
the neighborhood property. For object detection, we are
only interested in preserving the intra-class neighbors of ob-
ject class Ω1 since the non-object class is the “rest of the
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world” and can be found everywhere else around the object
class. So the criteria J(φ) is formalized as:

J(φ) =
Ex∈Ω1 [||φT (x − xI)(x − xI)T φ]

||φT φ|| (6)

If we consider

S′
w = Ex∈Ω1 [(x − xI)(x − xI)T ] (7)

as the nonparametric within-class scatter matrix, the eigen-
vector φ corresponding to the smallest non-trivial eigen-
value has the best property to preserve the intra-class neigh-
borhood property. Since the NNs are not identified at the
first step, S′

w is initially approximated with the parametric
within-class scatter matrix in (3).

After NNs are identified, the between-class scatter ma-
trix is computed as (4). For the purpose of classification,
we want to maximize the separation between two classes.
The optimal projection Φ is the column eigenvector of S′

b

corresponding to the largest eigenvalue.

3.2.3 Recursively Minimize Error

In RNDA, the recursive algorithm is applied to refine the
discriminant projection. Our proposed RNDA directly re-
lates the misclassification error with the distribution of near-
est neighbors. When recursive procedure in RNDA is stabi-
lized, the misclassification error is also minimized.

At each iteration, S′
w is updated with the current discrim-

inant projection Φ. Then the new NNs are searched based
on the updated S′

w. In conclusion, S′
w provides the infor-

mation of intra-class NNs while S′
b describes the separation

between two classes. This is different with original NDA
where the Sw plays the role of whitening data[4]. The itera-
tion continues until the error rate converges. The details are
explained in Fig.2.

To minimize the misclassification error during the itera-
tions, the weight γx in RNDA is defined as

γx =
min(WE

x , W I
x )

WE
x + W I

x

(8)

where WE
x and W I

x are the extra- and intra-class sample
weights in the neighborhood, i.e. WE

x =
∑

y∈{XE
NN

} wy

and W I
x =

∑
y∈{XI

NN
} wy .

Here the error minimization is directly related with the
recursive procedure. If the distributions are represented
with histogram, the neighborhood of a sample x is de-
fined as the bin where x is located. In each bin, we have
P (x,Ω = gx) ≈ W I

x and P (x,Ω �= gx) ≈ WE
x . Referred

to (1), γx is actually the misclassification error at the lo-
cal neighborhood. The total recursive weight error can be

approximated as Γ =
∑

x wxγx. The RNDA stops if the
weights are numerically stable so that δΓ ≈ 0. The mis-
classification error reaches its minimum.

The experiment to compare Fisher with RNDA is shown
in Fig.3. 2,000 face and 15,000 nonface samples are used.
Two thirds of them are used for training, and the remain-
ing is left for testing. The weights are uniformly initial-
ized. RNDA begins with parametric approximation so that
the FDA results are shown at the first nodes in the curves.
The figure shows that RNDA has smaller training and test
error than FDA. The projection vector obtained at 7-th it-
eration reaches the minimum. The further comparison of
Fisher feature and RNDA feature in AdaBoost is illustrated
in Fig.4.

Figure 3: Comparison of Fisher and RNDA feature

4 Feature Pool and Greedy Training

In current AdaBoost training, only one feature with minimal
misclassification error is selected. If multiple features are
applied in weak classifiers, the number of combination is
extremely large for current Haar feature set.

It is also found that AdaBoost provides a suboptimal so-
lution for pattern recognition problems since it maximizes
the exponential margin instead of minimizing the misclassi-
fication error[3]. Some work focus on stepwise optimizing
training [17] and removing redundant features [7].

Fortunately the discriminant analysis provides a compact
feature set, which allows to select a subset of near optimal
features and learn the classifier with greedy training.

4.1 Feature Pool

A feature pool from Fisher and RNDA is constructed to im-
prove the robustness and prevent the RNDA stopping at the
local minimum. Suppose that the feature ΦT

0 x is from FDA,
and ΦT

j x(j = 1, ...M) are from RNDA, those features form
a feature pool, Fpool = {Φ0, Φ1, ...,ΦM}. The feature pool
is so compact, usually M = 5, that multiple features can be
selected to learn the sample distribution.

P (F (x)|Ω) are learned from histogram. If two features
are selected, each feature is normalized to 25 bins so that
totally there are 625 bins. In practice, at most 2 features
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are applied for weak classifiers to prevent the bin number
exploding. The total number of feature combinations is
C1

6 + C2
6 = 21.

Figure 4: Comparison of different features

To compare the performance of different features, one
single classifier is trained with 2, 000 face and 10, 000 non-
face samples. In the experiment, the positive rate is fixed
at 99.0% so that the negative error is compared. As the
curves shown in Fig.4, the negative error rates decrease for
all the feature. Haar feature has the worst accuracy with
non-monotonicity in training. FDA with 50 stages achieves
6.04% negative error rate while RNDA feature can achieve
0.82% negative rate with 43 stages. Selecting features from
the pool only takes 32 stages to achieve 0.77% negative er-
ror rate. It shows that generally RNDA feature is better than
Fisher feature while using feature pool can further improve
the accuracy.

4.2 Greedy Training

The AdaBoost involves both feature selection and classifier
learning. At stage t in AdaBoost , the weak classifier is
denoted as ht = {Ft, θt}, where Ft is the feature and θt is
the parameter. The combined classifier is Ht =

∑t
i=1 hi.

In Real AdabBoost, the parameter θt actually represents the
log ratio of priors, as (9).

ht(x) =
1
2
log

P (Ω1|x)
P (Ω2|x)

≈ 1
2
log

P (Ft(x)|Ω1)
P (Ft(x)|Ω2)

+ θt (9)

The forward selection selects the feature that can min-
imize the misclassification error based on current data
weights. The greedy method simultaneously selects the best
feature from the feature pool and learns the parameter to
minimize the overall error after combining the selected fea-
ture.

For each classifier candidate in the feature pool, hj
t =

{F j
t , θj

t}, the overall error is defined as J(F j
t , θj

t ) =∑
gx �=sgn(Hj

t (x)) wx, where Hj
t = Ht−1+hj

t . As the result,

the feature combination and parameters are learned as

ht = arg min
{F j

t ,θj
t}
{J(F j

t , θj
t )} (10)

The comparison of forward selection and greedy train-
ing is shown in Fig.5. In this experiments, 500 eye data and
2,000 non-eye data are used. The positive rate is not fixed so
that performance are measured with the total accuracy rate.
The greedy method performs much better than the forward
selection method at second stage, 95% vs. 83%. With more
features added, the benefit of greedy training begins to di-
minish because AdaBoost algorithm itself can compensate
the difference in weight updating of failure samples. This
shows that the greedy learning method offer a good perfor-
mance at the initial stages, which is very useful to train the
first several cascades.

Figure 5: Greedy training vs. forward selection

5 Experiments

5.1 Training

The multi-view faces are roughly divided into five poses:
frontal, half left, half right, full left and full right. For train-
ing we collect face and eye data from various sources, such
as standard database and images collected from the web.
Faces are hand-labeled and slightly perturbed by scaling,
shifting and rotation. As the results, there are about 6,000
face training samples for each pose. The non-face images
are generated from about 1,000 background image. 500
pairs of eyes are collected from FERET images to train an
eye detector.

The RNDA features are learned for multiview faces and
eyes. Fig.6 show the first several discriminant features. The
projection vectors are aligned and equalized for display. All
those features describe the global characteristics of objects
as the combination of local features. Some of them are dif-
ficult to represent with rectangle features, such as the pupil,
outline of eyes and eyebrows in eyes.

In training and detection, the cascade structure is adopted
[14]. Each layer in the cascade achieves the positive detec-
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(a) (b)

(c) (d)

Figure 6: Good features for multiview face and eye detec-
tion. (a): the mean face and first three features for frontal
faces. (b): mean eye and first three features for eyes. (c)
and (d):the mean faces and first three features for left half
and full profile faces.

tion rate of 99.0% and false rate of 30.0% in training. As
the combination of all the layers, the final classifier achieves
about 90.0% detection rate and very low false rate.

5.2 Frontal Face and Eye Detection

The frontal face detection methods are tested on CMU+MIT
test data. The comparison of Haar feature and our discrim-
inant feature are given in Table.1. Our discriminant feature
method can achieve comparable accuracy while with much
fewer weak classifiers. Some of the detection results are
shown at Fig.7.

method detection rate # of # of
false weak classifiers

Haar Feature 76.1% 10 6060 (38 layers)
( Viola & Jones’ [14]) 91.4% 50

89.8% 65 4297 (32 layers)
Discriminant 84.5% 13 369
Feature 90.2% 64 (nesting structure)

Table 1: Comparison results on CMU-MIT set

After frontal faces are detected, the eyes can be located
from face region. The eye detection algorithm are tested on
two sets. One set is from 400 FERET images which are not
in the training sets, and another test set is from 3,000 images
in FRGC database [10]. Some results are shown in Fig.7.

The eye detection rate is 94.5%. The absolute pixel er-
rors between the eye center and the ground truth of pupil are
given in Table.2 (in pixels). Please be noted that the FRGC
image is with high resolution. Usually the distance between
two eyes around 300 pixels.

Data X (mean) X (std) Y (mean) Y (std)
FERET 1.2715 2.6607 1.3587 2.4628
FRGC 4.9914 4.5808 3.1652 2.6927

Table 2: Pupil localization accuracy. The pixel errors on
two directions (X and Y) are shown in the table.

(a)

(b)

(c)

Figure 7: Frontal face and eye detection results. (a): frontal
face detection results. (b): eye detection results.The sec-
ond row shows enlarged eyes. (c): mutliview face detection
results.

5.3 Multi-View Face Detection

The multiview face detector is composed of multiple face
detectors under different poses. The multiview face detec-
tor has the pyramid structure, shown as in Fig.5.3. Due to
symmetry, only left profile face detectors are trained. In
detection, the features are flipped to detect the right profile
faces. Totally one frontal face detector and three profile face
detectors are trained.

The half and full profile faces are merged to train a total
profile face detector. The total profile face detectors have
8 layers which can remove above 99% of nonface patches
in detection. Then those pathes are further sent to the half
and full profile face detectors to remove the remaining false
detections.

The multi-view face detection methods are applied on
CMU test sets. Some detection results are shown at Fig.8.
The detection rate is about 88.0% with a few more false than
the frontal face detection.
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Figure 8: The pyramid structure of multiview face detector.

5.4 Discussion on Computational Complex-
ity

To compute the discriminant features is more time-
consuming than Haar features. The integral image allows to
computer one feature with only several computer operations
while the dot production in discriminant features, z = AT x,
needs more operations.

The computational problem is addressed by using Haar
feature as the front end. The first several cascades are
trained with Haar features and remove most of negative
patches. The RNDA features further eliminate the remain-
ing difficult patches. This combination of powerful RNDA
features with efficient Harr features leads to improved ac-
curacy for complex object detection (e.g. multi-view faces
and eyes) without sacrificing the overall speed.

As the results, the frontal face detection achieves the real
time. The multiview face detection runs at 3 frame per sec-
ond on the 320*240 images.

6 Conclusion

In this paper, we propose a generalized feature extraction
method for multi-view face and eye detection, which is
not constrained with geometric shape and limited discrim-
inant capability. We make two contributions to current
AdaBoosting learning. Firstly, the recursive nonparamet-
ric discriminant analysis (RNDA) is applied in AdaBoost.
The important statistical features are learned to improve the
accuracy of weak classifier. Secondly, we use the greedy
method to simultaneously select features from the com-
pact feature pool and learn classifier. The proposed method
greatly improves the classifier accuracy for the latest train-
ing stages in AdaBoost. The experiments in multi-view face
and eye detection demonstrate its success in handling vari-
ous patterns. The future work will focus on further improv-

ing the speed.
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